
ABSTRACT

MULTIPLE PERIOD SEARCHING IN ASTRONOMICAL TIME SERIES
WITH THE GENERALIZED LOMB-SCARGLE PERIODOGRAM

Many phenomena in astronomy, such as variable stars, binary star systems,

planetary systems, and accretion disks, exhibit periodic behavior. A common

problem is to detect this periodic behavior from time-series data. Conventional

Fourier analysis methods are no longer applicable due to inherent nonuniform

sampling caused by factors including seasons, the day/night cycle, weather, and

technical difficulties. The generalized Lomb-Scargle periodogram (GLS) is a

method to extract periodicities in a time series with nonuniform sampling by

performing a least-squares fit to a sinusoidal model. The GLS assumes that the

time series can be modeled by a single sinusoid, but the method is commonly

applied to multi-periodic signals. The most basic multi-periodic search

algorithm, prewhitening, involves iteratively detecting a periodicity using the

GLS and subtracting it from the time series. We tested the predictive capability

of prewhitening with the GLS on many synthetic time series containing multiple

probe sinusoids and white noise. Results showed that if the noise is low or

number of points is high, then the GLS can accurately identify the individual

periodicities. However, the method easily overfits the data and detects more

periodicities than are present in the time series. This limits the reliability of the

method for real time series.
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INTRODUCTION

1.1 Introduction to Time Series

A time series is a set of discrete points consisting of series of values that

are observed at different points in time. They describe the temporal behavior of

some phenomenon and are common in many fields, such as communications

engineering, meteorology, geophysics, and astronomy. Time-series analysis refers

to a large collection of methods that exist to extract useful information from a

time series. This information can be used to understand the underlying behavior

of the observed phenomenon. In astrophysics, time series are commonly used to

observe and identify the behavior of distant objects, such as stars, planets, and

galaxies.

Consider a time series consisting of a discrete set of times

{ti, i = 1, 2, . . . , N} and corresponding values {Xi, i = 1, 2, . . . , N}. The total

time frame of the time series, T = tN − t1, is called the observation window. Most

time series can be described as

Xi = Si +Ri, (1)

where Si is some underlying variation and Ri is the random observational noise

(Priestley 1997). Generally, the goal in time series analysis is to determine

characteristics of Si that are obscured by the presence of Ri. This thesis

examines the frequent scenario where Si is a periodic function. According to

Fourier’s theorem, any periodic signal can be expressed as a sum of sinusoids

(Arfken et al. 2013, pg. 939). This means that if the time series is periodic, it can
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be approximated by the sum of a finite number of sinusoids:

Si =
M∑
j=1

[Aj cos(2πfjti) +Bj sin(2πfjti)]. (2)

Each sinusoidal component Aj cos(2πfjti) +Bj sin(2πfjti) is referred to as a

periodicity. Analysis of periodic time series involves finding the values of

Aj, Bj, fj for each periodicity present in that data. This is complex problem,

since the number of periodicities M is commonly not known a priori. A common

first-order approximation for many periodic signals is to assume that it consists

of a single periodicity:

Si = A cos(2πfti) +B sin(2πfti). (3)

This simplifies matters by limiting to three unknowns: A, B, and f . Many

methods (Schuster 1898; Lomb 1976; Ferraz-Mello 1981; Scargle 1982) have been

designed to detect a single periodicity. Many of these methods are also used to

study multi-periodic data.

The characteristics of the random noise Ri can further complicate the

analysis of a time series. The simplest type of noise is white noise, which occurs

when Ri has zero mean, its variance σ2
R is constant, and each value is statistically

independent (Priestley 1997). A subclass of this is Gaussian white noise, where

Ri follows a Gaussian distribution. Other types of noise, such as red noise, are

possible and can affect the reliability of time-series analysis methods (Baluev

2013a). The presence of noise can complicate the analysis of periodic signals,

since noise fluctuations can appear to be periodic over the finite length of the
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observation window. This can lead to false detections of periodicities that are not

actually present in the system.

1.2 Time Series in Astronomy

A time series consisting of observations of the brightness of an object over

time is called a light curve. These are commonly used in astronomy and are

collected by measuring the intensity of light as seen from Earth as a function of

time for a particular frequency band, such as visible light. An example of a light

curve is shown in the upper panel of Figure 1. The process of measuring the

intensity of light from astronomical objects is called photometry. The exact

quantity shown in a light curve can vary depending on the type of instrument

used to measure the intensity of light.

One frequently used scale is apparent visual magnitude, V , which is

reported in units of magnitudes. This scale is logarithmic and imitates the

human eye’s nonlinear response to light. Brighter objects correspond to smaller

values of V and dimmer objects to larger values. For example, a 6th magnitude

star is 100 times dimmer than as 1st magnitude star. Thus, light curve plots

using apparent magnitude typically have an inverted y-axis, as is the case for

Figure 1. An alternative unit to visual magnitude is the flux, which describes the

power detected from the object. The flux is related to the luminosity, L, of the

object, which is the total power radiated.

Photometry can gives insight into the physical processes on the surfaces

and in the interiors of celestial objects. For example, the rotation rates of distant

stars can be detected by observing changes in brightness due to the motion of

sunspots (Baliunas et al. 1985). Binary star systems, which consist of two stars
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bound gravitationally, can sometimes be impossible to resolve visually. However,

these can still be identified and studied through the variations in their light

curves. Light curves can also be used to detect exoplanets, planets that orbit

stars other than the Sun. These are found by observing a drop in brightness

when an exoplanet eclipses its host star. Additionally, visual observations of

oscillations on the surfaces of stars can give insights into the interior structure of

the star, a field that is known as asteroseismology. These oscillations are similar

to the 5-minute oscillations of the Sun (Gonczi & Roddier 1969; Ulrich 1970).

Another common time series in astronomy is a radial velocity study. This

time series consists of measurements of the radial velocity of an object, which is

its motion of the object towards or away from the observer. This describes the

motion of an object and gives information about the dynamical properties of the

system, such as mass or orbital parameters. A radial velocity study is useful for
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Figure 1. Light curve and Lomb-Scargle periodogram for BE UMa (Drake et al.
2009; Ritter & Kolb 2003).
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studying binary star systems, since it can be used to determine the distances

between the stars, the masses of the stars, and the orbital period. Radial velocity

studies are also commonly used to detect exoplanets, where the gravitational

effects of the exoplanet on the host star can be observed. These velocities can be

quite small and their measurement requires extraordinarily precise observations.

The light emitted by an object can be split into its spectrum, which

describes the intensity of light as a function of wavelength. This method for

studying the physics of astronomical objects is known as spectroscopy. Different

features in the spectrum correspond to specific atomic or molecular processes in

the object. The wavelengths of these features can be measured in the lab to high

accuracy. For example, the Hα spectral line, corresponding to the n = 3 to n = 2

transition of a hydrogen atom, has a wavelength that is precisely known. As the

object moves towards or away from the observer, theses wavelengths shift due to

the Doppler effect. These shifts in wavelength can be measured and used to

compute the radial velocity of the object. Typically, the shifts of many spectral

lines are used to increase confidence in the result (Mayor & Queloz 1995).

Several of the challenges in a radial velocity study involve distinguishing stellar

activity from Doppler shifts, identifying the behavior of the noise (Baluev 2013a),

and removing the effect of the motion of Earth and the Sun. Since the radial

velocity method only detects motions along the line of sight, the results depend

heavily on the inclination of the system.
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1.3 Periodic Phenomena in Astronomy

Many astrophysical phenomena exhibit periodic behavior. The following

discussion will focus primarily on binary stars and planetary systems, but

periodic signals are prevalent in many other areas of astrophysics.

When the separation between the two components of a binary star is

small, the system is called a close binary. Close binaries exhibit strong periodic

behavior caused by the interactions of the two stars. They can be further

classified using the Roche lobe, which is the gravitational equipotential boundary

around a star. Material inside of the Roche lobe will be gravitationally bound to

that star. Interacting binaries are systems where one star fills its Roche lobe,

allowing material to transfer to the other component (Hellier 2001, pg. 20-21).

One important quantity for a close binary is the orbital period, which is the time

it takes for the stars to orbit each other once. Many properties of close binary

systems are dependent on the orbital period.

Radial velocity studies are commonly used to find the orbital periods of

close binary systems. Photometry can also be used if the system exhibits certain

behaviors. Eclipsing, where one star passes in front of the other, can produce the

regular drops in brightness at intervals corresponding to the orbital period. The

light curve in Figure 1 shows an eclipse that causes the brightness to drop by

several magnitudes. Many close binaries also experience ellipsoidal variations,

where one component is gravitationally distorted into an ellipsoid. As the

components orbit each other, the brightness will change based on the visible

surface area of the elongated star. Ellipsoidal variations have a period that is

exactly half the orbital period. They are also useful for studying dynamical

properties of a binary system since the shape of the light curve will depend on
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the relative masses or the separation between the components of the binary

(Hellier 2001, pg. 23).

A subclass of close binaries are detached binaries, where the Roche lobes

are not filled and mass is not transferred between the two components. Detached

binaries are commonly progenitors of interacting binaries (Smak 1962; Paczyński

1966). Interacting binaries can be split into to subclasses: semi-detached binaries

and contact binaries. In a semi-detached binary, one component fills its Roche

lobe and spills mass onto the other component. The mass-losing star is

commonly referred to as the secondary and and the mass-gaining component as

the primary. In a contact binary, both stars fill their Roche lobes and share a

common envelope atmosphere (Kuiper 1941; Kuiper & Johnson 1956).

The light curve in Figure 1 belongs to the detached binary BE Ursae

Majoris (BE UMa). This data, from the 2nd data release of the Catalina

Real-Time Transient Survey, shows approximately 190 measurements of BE

UMa’s brightness, taken over the course of approximately 7.5 years (Drake et al.

2009). This system experiences sinusoidal variations in the brightness of

approximately 1.5 magnitudes, which is not visible in Figure 1 due to the

sampling. Spectroscopy indicates that BE UMa consists of a hot white dwarf and

a cool red dwarf (Margon et al. 1981). The white dwarf irradiates the facing side

the red dwarf and the variations occur depending on whether the hot side or the

cool side of the red dwarf is facing the observer. Early observations of this

process by McCarthy (1935) and Struve (1937) referred to this as the reflection

effect, though the more correct term is irradiation variations. Because of the

eclipsing and the irradiation variations, the orbital period of BE UMa is known

precisely at 2.291166 days (Ritter & Kolb 2003).
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Because of the mass transfer, semi-detached binaries show many complex

periodic and irregular behaviors. A semi-detached binary consisting of a red

dwarf that spills mass onto a white dwarf is called a cataclysmic variable (CV).

Most CVs have an accretion disk, a ring of gas infalling onto the white dwarf,

though systems with highly magnetized white dwarfs may have a truncated

accretion disk or be diskless (Hellier 2001, pgs. 111, 129). CVs exhibit many

interacting periodic behaviors, including eclipsing, ellipsoidal variations,

irradiation variations, and tidal effects and waves in the accretion disk. They also

show erratic flickering, generally caused by turbulence in the accretion disk.

The orbital periods of CVs are quite small, between 78 minutes and

approximately 12 hours (Hellier 2001, pgs. 51-53). The upper limit is caused due

to the Chandrasekhar limit on the white dwarf and the lower limit arises due

physical limits on the secondary star. The most common orbital periods are just

below 2 hours and just below 4 hours. Very few CVs have a orbital period

between 2 hours and 3 hours: this is called the period gap.

Much of the periodic behavior in a CV is caused by the accretion disk,

and these behaviors often have different periods than the orbital period of the

system. For example, there are sometimes oscillations with periods a few percent

above and below the orbital period, called superhumps and negative superhumps,

respectively. Vogt (1982) explained superhumps by showing that tidal effects

cause the accretion disk to be elliptical. This means that the accretion disk can

have a periastron, the point on the outer edge of the disk nearest to the white

dwarf, an apastron, the point on the outer edge of the disk farthest from the

white dwarf, and a line of apsides, which is the line connecting the periastron

and apastron. The disk then experiences apsidal precession, where the line of
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apsides rotates slowly about the white dwarf. Numerical simulations showed that

the superhumps occur when the secondary star passes the line of apsides. The

superhump period Psh, the precessional period Pprec, and the orbital period Porb

are related by

1

Psh

=
1

Porb

− 1

Pprec

, (4)

since Psh is the beat period between Porb and Pprec (Whitehurst 1988; Hellier

2001, pg. 77). Harvey et al. (1995) suggested that negative superhumps (also

called infrahumps) are caused by nodal precession in the disk, where the tilt of

the disk oscillates about the white dwarf. This produces a similar relation for the

negative superhump period Pns, since it is the beat period between Porb and the

nodal precessional period. The period excesses for superhumps and negative

superhumps follow the relation

ϵns = −1

2
ϵsh, (5)

where ϵ = (P − Porb)/Porb for P = Psh or P = Pns (Hellier 2001, pg. 93). Because

of these effects, time series for CVs generally are quite complex and contain

multiple periodicities. The relations in Equations 4 and 5 can be used to confirm

detected periodicities (Rude & Ringwald 2012).

X-ray binaries (XRB) are another subclass of semi-detached binaries. In

an XRB, the primary is a massive object, either a neutron star or a black hole.

XRBs are quite rare: approximately 400 exist in the Milky Way galaxy, making

them a phenomena that occurs for approximately 1 in 109 stars (Bahramian &

Degenaar 2022; Fortin et al. 2023). XRBs exhibit multi-periodic behaviors

similar to a CV, such as ellipsoidal variations, precessional modes, and other
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accretion disk effects. Also, many XRBs have short oscillations on the surfaces of

the secondary star, similar to the 5-minute oscillations of the Sun (Gutiérrez-Soto

et al. 2011; Ramsay et al. 2022).

Planetary systems are another type of astrophysical phenomena that

exhibit periodic behavior. Since a gravitationally bound two-body system will

orbit the common center of mass, the velocity of the host star slightly varies as

the planets orbit about it. This oscillation can be detected using a radial velocity

study. Mayor & Queloz (1995) used this method to detect the first exoplanet

around a main-sequence star. As of March 23, 2025, there are 5,862 confirmed

exoplanets, 1,112 of which were found using the radial velocity method (NASA

Exoplanet Archive 2025). Multiplanetary systems exist that complicate the

radial velocities of the host star by adding multiple periodicities. If a planetary

system has a single planet with a circular orbit, then Equation 3 is a good model

for Si. However, each exoplanet can have different orbital parameters, such as

eccentricity. The model for Si that is used to detect exoplanets, sometimes called

the Keplerian model, is somewhat more complex than a simple sinusoid

(Cumming 2004; Baluev 2014; Pinamonti et al. 2017).

Since the radial velocity shifts for planetary systems are small, the noise,

stellar activity, and the influence of other planets can significantly complicate

matters. As an example of the difficulty, consider the multiplanetary system

Gliese 581. Using 11 years of radial velocity data, Vogt et al. (2010) identified six

planets around the star. Gregory (2011) reanalyzed this result using a Keplerian

model and did not find significant evidence for the fifth and sixth planets. Baluev

(2012, 2013a) suggested that the sixth planet was an artifact caused by

correlated noise and Hatzes (2013) accused the period search method of inflating
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the significance of results. Robertson et al. (2014) accounted for stellar activity

and showed that both the fourth and sixth planets do not exist, a result that

dynamical simulations by Tadeu dos Santos et al. (2012) had indicated. The

validity of the method used to remove stellar activity has been questioned

(Anglada-Escudé & Tuomi 2015; Robertson et al. 2015). This illustrates the need

for effective and well understood period detection methods.

1.4 The Lomb-Scargle Periodogram

One of the most common analysis methods for extracting periodic

behavior from a time series is the discrete Fourier transform (DFT), which

indicates the frequencies that construct the time series signal. However, the DFT

is designed for time series with uniform sampling. In astronomy, a combination of

factors, including the day/night cycle, the lunar cycle, seasonal effects, weather,

equipment issues, and scheduling, force the sampling to be inherently

nonuniform. The nonuniformity causes issues in many Fourier based methods

(Foster 1995). The Lomb-Scargle periodogram (LSP), developed by Lomb (1976)

and Scargle (1982), is one of the most common algorithms used to detect periodic

behavior in time series with nonuniform sampling. There is a modern variant,

called the generalized Lomb-Scargle periodogram (GLS), which includes several

small adjustments to the LSP and behaves almost identically (Zechmeister &

Kürster 2009).

The LSP is popular since it shares many similarities with the DFT but is

also identical to performing a least-squares fit to a sinusoidal model of the data.

The LSP produces a plot of an approximate power vs. frequency f , where the

tallest peaks correspond to the best-fitting frequencies. An example of LSP for
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the BE UMa time series is shown in the bottom panel of Figure 1. Despite the

large irregular gaps in the data, the tallest peak corresponds to a period of 2.29

days, very close to the value in the Ritter-Kolb Catalogue (Ritter & Kolb 2003).

There are several difficulties when using the LSP to search for periods in a

time series. Noise fluctuations can produce spurious peaks in the periodogram

that do not correspond to a physical signal. These occur when the fluctuation

appears periodic in the finite observation window. The false alarm probability is

the probability that a peak of some height arises in the LSP from a time series

consisting only of Gaussian white noise. It is used to identify statistical

significance of periodogram results. Another issue is that, while the time grid is

nonuniform, it generally has some regular structure. For example, the inability to

use a ground-based telescope during the daytime causes gaps with a period of

one day. These regular structures can display themselves in the LSP through

false peaks, called aliases. In Figure 1, all of the peaks other than the tallest one

(labeled) are actually alias peaks and do not correspond to physical behavior of

the system. This can produce ambiguity as to which peaks correspond to the

physical behavior of the system and which are artifacts of the sampling.

The LSP assumes that a time series can be modeled as a single sinusoid,

but many astronomical phenomena exhibit multi-periodic behavior. For example,

the light curve of a CV might contain periodicities arising from ellipsoidal

variations, superhumps, negative superhumps, and the precessional modes of the

accretion disk. A multiplanetary system might have a periodicity for each planet

in the system. In many cases, the number of periodicities is not known a priori.

This raises questions about the capability of the LSP to accurately detect

frequencies in multi-periodic data. A primitive method to search for multiple
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periodicities with the LSP involves iteratively extracting one frequency from the

periodogram at a time and removing its effect from the time series. This method,

while conceptually simple, is riddled with practical and philosophical issues

(Ferraz-Mello 1981; Kovács 1981; Baliunas et al. 1985; Baluev 2014). However,

the LSP is frequently the generic starting point for periodic time series analysis

due to its simplicity and low computational cost. The objective of this thesis is

to assess the predictive power of the LSP for multi-periodic time series.

This thesis will be organized as follows: Chapter 2 will provide a review of

relevant concepts and previous work for the LSP and GLS. Chapter 3 will

investigate the predictive capability of the LSP when applied to synthetic data

containing one periodicity, providing a benchmark to compare the multi-periodic

results. Chapter 4 will examine the performance of the LSP for time series for

time series containing two or more periodicities. Lastly, Chapter 5 will draw

conclusions and identify further questions to be answered.



THEORETICAL BACKGROUND

2.1 Signal Power

Consider a continuous function x(t). A useful concept in signal processing

is the average signal power, which is defined as

P = lim
T→∞

1

T

∫ T/2

−T/2

|x(t)|2 dt. (6)

If x(t) = A cos(2πft+ ϕ), then this will produce

P =
A2

2
. (7)

This implies that the signal power for a sinusoid is only dependent on the

amplitude A, not the frequency f or phase ϕ.

For noisy signals, a useful quantity is the signal-to-noise ratio (denoted

Σ), which is the ratio between the signal power and noise power. Gaussian white

noise has a power equal to its variance, σ2
R. For a single sinusoid with Gaussian

noise, this means that the signal-to-noise ratio is

Σ =
P

σ2
R

=
A2

2σ2
R

. (8)

If the signal consists of a sum of M sinusoidal components (see Equation

2), each with powers P1, P2, . . . , PM , then the total power is

P = P1 + P2 + · · ·+ PM . In Chapter 4, a useful quantity will be the partial

signal-to-noise ratio Σi, which is defined as the ratio between the power of one

sinusoid, Pi, to the power of the noise. The total signal-to-noise ratio is the sum

of all the partial signal-to-noise ratios: Σ = Σ1 + Σ2 + · · ·+ ΣN . Each partial
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signal-to-noise ratio can by computed using the following relation:

Σi =
Pi

P
Σ. (9)

2.2 The Continuous Fourier Transform

The continuous Fourier transform (CFT) of x(t) is a complex function of

frequency f , given by

x̂(f) =

∫ ∞

−∞
x(t)e−2πift dt. (10)

The CFT contains all the information from the original function, which can be

retrieved through the inverse operation

x(t) =

∫ ∞

−∞
x̂(f)e2πift df. (11)

One can also define the power spectrum (sometimes called the power spectral

density), which is the squared amplitude of the Fourier transform:

Px(f) = |x̂(f)|2 =
(∫ ∞

−∞
x(t) cos(2πft) dt

)2

+

(∫ ∞

−∞
x(t) sin(2πft) dt

)2

. (12)

This quantifies the contribution of each individual frequency to the total power of

the signal and is convenient for signal analysis. It does contain less information

than the original Fourier transform due to the loss of phase information. Many

signal analysis problems involve estimating and properly inferring information

from the power spectrum.
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Consider two continuous functions g(t) and h(t). Two useful operations

on these functions are the pointwise product (g · h)(t) and the convolution

(g ∗ h)(t). These are defined as

(g · h)(t) = g(t)h(t) (13)

(g ∗ h)(t) =
∫ ∞

−∞
g(τ)h(t− τ) dτ. (14)

The convolution theorem states that the CFT of the convolution (g ∗ h)(t) is

equal to (ĝ · ĥ)(f). Conversely, the CFT of a product (g · h)(t) is equal to the

convolution of the CFTs, (ĝ ∗ ĥ)(f) (Arfken et al. 2013, pg. 987).

The convolution theorem is critical for analysis of real signals, which are

discrete and observed for a finite range of time. The window function W (t) is

defined so that it has a value of 1 wherever there is an observed signal, and 0

everywhere else. A real observation x(t) can be split into the pointwise product

between an underlying signal x̃(t) and a window function W (t):

x(t) = x̃(t) ·W (t). This means that the Fourier transform of the real signal is

x̂(f) = ˆ̃x(f) ∗ Ŵ (f). (15)

A demonstration of the convolution theorem for a finite function is shown

in Figure 2. The CFT of a sinusoid of frequency f0 is a pair of Dirac delta

functions located at f = ±f0. The CFT of a normalized rectangular function is a

sinc function. Therefore, because of the convolution theorem, the CFT of a

sinusoid observed over a finite observation window looks like a pair of sinc

functions at f = ±f0.
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Signal Fourier Transform

−T/2 T/2 −f0 f0

Figure 2. Continuous Fourier transforms of a sinusoid, a rectangular function,
and a sinusoid with a finite observation window.

2.3 The Discrete Fourier Transform

Consider a discrete signal Xn with equal sampling in the time grid, so that

Xn = x(n∆t), (16)

where ∆t is the sampling interval. Then, the discrete Fourier transform (DFT) is

x̂(f) =
N−1∑
n=0

Xne
−2πifn∆t, (17)

where N is the number of data points. The DFT is typically evaluated at M

equally spaced frequencies f = k∆f with ∆f = 1/(N∆t) and 0 ≤ f ≤ 1/∆t. It

then has the form

X̂k =
N−1∑
n=0

Xne
−2πikn/N . (18)
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Figure 3. Example of aliasing with uniform sampling. A sinusoid with f = 1.5 Hz
(solid curve) is sampled with fs = 15 Hz. A sinusoid with f = 13.5 Hz (dashed)
produces the same discrete signal.

With this set of frequencies, the DFT contains all the information from the

original signal (Scargle 1982). Finer sampling in the frequency will not add more

information.

Consider a continuous sinusoid cos(2πft) that is sampled at N points

with sampling frequency fs = 1/∆t. As shown in Figure 3, this sinusoid is not

uniquely identifiable from the discrete signal. In fact, every continuous sinusoid

xm(t) = cos[2π(f +mfs)t] with m = ±1,±2, . . . will produce the same discrete

signal. This is the concept of aliasing, where the underlying signal cannot be

uniquely reconstructed from the DFT. The typical solution to remove the

ambiguity is to limit the frequency band to |f | < fs/2 (Nyquist 1928). The

frequency fs/2 is called the Nyquist frequency and the limit f < fs/2 is called the

Nyquist limit.

The power spectrum can also be extended to discrete case:

PS(f) =
1

N

( N∑
n=1

Xn cos(2πft)

)2

+

(
N∑

n=1

Xn sin(2πft)

)2
 (19)
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This was proposed by Schuster (1898) and is either called the Schuster

periodogram or the classical periodogram. It is an estimator for the power

spectrum, since it contains similar information about the individual contributions

of each frequency in the signal. However, the discrete nature of the signal limits

it from being an exact power spectrum.

One property of the Schuster periodogram is that, if each value of the

observational noise Ri is statistically independent (i.e. the probability

distribution of a value Ri is not dependent on any other value Rj), then the

values of PS(f) are also statistically independent at the frequencies

f = fk = k/(N∆t) (Scargle 1982). These frequencies fk are commonly called

independent frequencies or natural frequencies. In the case that Xi is pure

Gaussian white noise (i.e. Si = 0 and Ri is Gaussian distributed), then PS(fk)

follows a χ2 distribution (Groth 1975). When properly normalized, PS has the

cumulative distribution function (CDF)

FZ(z) = Prob(Z < z) = 1− e−z, (20)

where Z = PS(f) and z is some chosen value (Scargle 1982). This gives the

probability that PS(f) is less than or equal to z. Using the CDF and the fact

that the values PS(fk) are statistically independent at the M frequencies fk, one

can define the false alarm probability (FAP), which is the probability that a peak

of height Z arises in the periodogram from data consisting only of Gaussian white

noise (Scargle 1982). The FAP of some peak height z is given by the equation

FAP(z) = 1− [FZ(z)]
M = 1− (1− e−z)M . (21)
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2.4 The Generalized Lomb-Scargle Periodogram

The previous section considered data that was equally spaced in time.

This is rarely the case in astronomy, since the sampling can be affected by many

uncontrollable factors. Suppose that Xn is sampled at N unequally spaced times

tn. Then, the window function can be written as a sum of Dirac delta functions:

W (t) =
N∑

n=1

δ(t− tn). (22)

The Fourier transform of Xn is then the convolution between Fourier transforms

of the underlying continuous signal x(t) and the window function W (t). When

convoluted, the unequal spacing in time for W (t) produces a noisy Fourier

transform and the effects of the nonuniform sampling are difficult to distinguish

from the behavior of the signal. The effects of aliasing are less determinate and

can be difficult to identify. Also, the statistical properties of PS that led to the

FAP no longer hold.

The Lomb-Scargle periodogram (LSP) is an attempt to generalize the

Schuster periodogram to the nonuniform sampling case. According to Press et al.

(1992), the LSP (denoted PLS(f)) has the form

1

2σ2
X


[∑

j(Xj − X̄) cos 2πf(tj − τ)
]2∑

j cos
2 2πf(tj − τ)

+

[∑
j(Xj − X̄) sin 2πf(tj − τ)

]2
∑

j sin
2 2πf(tj − τ)

 , (23)

where X̄ and σ2
X are the mean and variance of the time-series Xi, and τ is

defined by

tan(4πfτ) =

∑
j sin 4πftj∑
j cos 4πftj

. (24)
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As mentioned earlier, the LSP operates by performing a least-squares fit

to a sinusoid at each frequency f . If the observations are equally spaced, LSP

reduces exactly to Schuster periodogram. Additionally, Scargle (1982) showed

that the LSP has the same cumulative distribution function as the Schuster

period, as defined by Equation 20. According to Press & Rybicki (1989), the LSP

performs better than the Schuster periodogram because it weights the result by

each point rather than by each time interval. The width of peaks in the LSP is

approximately 1/T , where T is the length of the observation window (Cumming

et al. 1999; VanderPlas 2018). Interestingly, the peak width is not dependent on

the number of data points or the amount of noise.

The LSP pre-centers the data around zero, which can sometimes causes

inaccurate fits for particular time series (Foster 1995). Additionally, it assumes

that every point has equal measurement uncertainty, which is often not the case.

Modifications were made to the LSP by Gilliland & Baliunas (1987) and Irwin

et al. (1989) that weighted each sum with the measurement uncertainty.

Cumming et al. (1999) created a floating-mean periodogram, which uses the

model

A cos(2πft) +B sin(2πft) + C (25)

and showed that this produces more robust results. Zechmeister & Kürster

(2009) combined both the floating mean and the weights to create the generalized

Lomb-Scargle periodogram (GLS). The GLS is functionally similar to the LSP,

but is applicable in more scenarios and produces better results (Pinamonti et al.

2017). Additionally, Zechmeister & Kürster (2009) showed that the statistical

properties of the GLS and LSP are identical. All further discussion will focus on
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the GLS over the LSP because of its modern significance, but the results do

apply to either method.

An early criticism of the LSP was its computational complexity.

Evaluation of Equation 23 for a time series with N data points at M frequencies

requires on the order of NM computations. Press & Rybicki (1989) used

techniques based on the fast Fourier transform to reduce the number of

computations to M logM . This fast algorithm can also be applied to the GLS.

This computational speed is what makes the LSP one of the most popular

methods for frequency analysis in astronomy. In this thesis, the both the LSP

and GLS are computed with Python using the Astropy library (Astropy

Collaboration et al. 2013, 2018, 2022).

2.5 False Alarm Probability

Early discussions of the FAP used Equation 21 as an estimate (Scargle

1982; Horne & Baliunas 1986). Since the concept of independent frequencies does

not apply to the GLS, the usual strategy was to replace the M with an

approximate, effective number of independent frequencies Meff (VanderPlas

2018). There exist many different general rules for choosing Meff , but the best

choice can be unclear and the results are still only approximate (Horne &

Baliunas 1986; Van Dongen et al. 1999; Cumming 2004). A common approach is

to choose Meff = fmaxT , where T is the length of the observation window and

fmax is the maximum frequency chosen in the periodogram (VanderPlas 2018).

The best method to compute the FAP is the bootstrap method. This is a

computational approach where the FAP is estimated based on many random

resamplings of the dataset. In particular, one takes the variance of the time series
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and generates many resampling of Gaussian white noise with the same mean and

variance using a random number generator. This method is ideal since it

accounts for the effects of the window function on the FAP and should be used

whenever possible (Cumming et al. 1999). The primary disadvantage of this

method is that it can be computationally expensive. According to VanderPlas

(2018), a false-positive rate r requires at least 10/r resamplings for an accurate

estimation. For example, a FAP of 1% requires at least 1, 000 resamplings.

When a fast estimation of the FAP is needed, the method described by

Baluev (2008) should be used, rather than the primitive estimate based on

Equation 21. This is an analytical result that provides a close upper bound on

the FAP. If the window is structured, it is more approximate but still produces

robust results. Unless otherwise stated, the Baluev (2008) method is used to

compute the FAP in this thesis. A comparison of methods is shown in Figure 4.
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Figure 4. Comparison of methods for computing the false alarm probability. The
bootstrap method produces the most accurate results, while the Baluev (2008)
method overestimates the FAP and the primitive method underestimates it. In
general, it is safer to have an overestimate of the FAP.
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2.6 Aliasing

When a time series has nonuniform sampling, aliasing behaves quite

differently from the uniform sampling case. The concept of the Nyquist limit is

no longer as clearly defined. A common replacement for the Nyquist limit is to

use the average of the time intervals (Scargle 1982; Horne & Baliunas 1986;

VanderPlas 2018). For example, the average sampling interval for the time series

in Figure 1 is approximately 14 days. However, the GLS accurately identifies the

correct period of 2.29 days. This is possible because many of the points are

clustered, allowing for identification of much higher frequencies (VanderPlas

2018). Eyer & Bartholdi (1999) derived a rigorous nonuniform Nyquist limit, but

this limit usually occurs at a very high frequency and does not affect results

except in cases of extremely structured time series.

Figure 5 displays an example of a time series with a sampling pattern

similar to observations from a ground-based telescope. The GLS of this time

series produces spurious peaks, which are significant but do not correspond to
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Figure 5. Example of the GLS for a time series with a structured window. The
frequency of the probe sinusoid is f = 2.3 cycles/day, but the GLS displays two
alias peaks at 1.3 cycles/day and 3.3 cycles/day. The red line indicates the 5%
FAP significance level.
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physical behavior of the system. These peaks arise due to periodic behavior in

the sampling pattern and are an example of incomplete aliasing. In this example,

these alias peaks are located at ±1 cycle/day from the true frequency, but peaks

at ±2 cycles/day or even ±3 cycles/day from the true frequency are also possible.

Figure 6 shows why these alias peaks occur. The GLS operates by performing a

least-squares fit to a sinusoid. One can find multiple sinusoids that fit well to the

points but are different during a gap. Since there are no points during the gaps

to deny these fits, they appear as peaks in the periodogram.

Depending on the sampling pattern and observation window, other aliases

than the ±1 cycle/day peaks can occur. Typically, long time series have alias

peaks at ±1 cycle/month or ±1 cycle/year. In many scenarios, it is difficult to

visually identify the alias frequencies from the time series. In Fourier analysis,

one can obtain an indication of the effect of the window function W (t) on the

CFT of the entire time series by looking at its own CFT. One can create a
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Figure 6. Example of incomplete aliasing for a gapped data. The f = 4
cycles/day curve is the correct sinusoid and the f = 3 cycles/day and f = 5
cycles/day are the ±1 cycle/day aliases. All three curves fit the data points well,
but are different during the gaps.
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similar estimate of the window function’s effect on the GLS by setting each value

in the time series to one and computing the LSP (not the GLS) without

pre-centering the mean (VanderPlas 2018). This produces a qualitative view of

periodic features in the window function that may produce aliasing.

Figure 7 displays two examples where this method is used to approximate

the window power. One time series has an unstructured grid, where the time

intervals are random, and the other has structured grid, similar to observations

from a ground based telescope. The unstructured grid has no strong peaks due to

the lack of a regular pattern in the sampling. This implies that the full GLS will

show minimal aliasing. On the other hand, the structured window function

produces strong peaks at 1 cycle/day and 2 cycles/day, indicating alias peaks at

±1 and ±2 cycles/day from any peak in the GLS. In general, if f is a frequency

in the time series, and f ′ is the frequency of a significant peak in the approximate

window power, then aliases will appear in the GLS at |f ±mf ′| for integers

m = 1, 2, 3, . . . .

In most cases, the tallest peak in the periodogram corresponds to the

frequency present in the time series. Unfortunately, ambiguity can occur where

the alias peaks are of similar height as the true peak. There are a variety of alias

discrimination methods to help identify the correct peak. One of the most

effective strategies for alias discrimination is to use multiple sets of observations,

ideally with different sampling patterns and observation windows. A good

example of this is shown in the study of the cataclysmic variable BZ

Camelopardalis by Patterson et al. (1996). There, the periodogram for a 127 day

time series by Lu & Hutchings (1985), which has narrow peaks but strong

aliasing, was compared with the periodogram for a 7 day time series, which has
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Figure 7. Approximate window power for the GLS for a unstructured and
structured window. (a) Unstructured time series. (b) Approximate window
function for the unstructured time series. (c) Structured time series. (d)
Approximate window function for the structured time series. The peaks in (d) at
1 cycle/day and 2 cycles/day indicate that the full GLS will most likely have
alias peaks at ±1 and ±2 cycles/day from the true frequency.

wide peaks but weaker aliasing. The common peak in the two periodograms

produced a correct precisely known value for the orbital period of the system.

Many other alias discrimination methods can be used. Thorstensen &

Freed (1985) created a Monte Carlo approach to estimate the probability that

one has chosen a correct peak. The results of this method are heavily dependent

on the accuracy of the added noise. Dawson & Fabrycky (2010) suggested a

method that used the phases of aliases to help with discrimination. Baluev

(2012) created a rigorous statistical method that uses the Vuong closeness test

created by Vuong (1989) to compare two possible models and determine which

one is a better choice. A key aspect of this method is that it does not assume
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that either model is correct: it simply decides which one is a better match. In

some situations, the physics of the system being studied can also help with

identifying aliases. For example, the precessional, superhump, and orbital periods

of a cataclysmic variable follow the relations in Equations 4 and 5. This means

one must choose peaks in the periodogram that follow those relations. In

exoplanet detection, a stability analysis of the dynamics of the planetary system

is sometimes used to help confirm period choices (Butler et al. 1999).

This thesis makes used of many synthetic time series to study the behavior

of the GLS. Consequently, this requires an alias discrimination method that does

not depend on the physical behavior of a system and is relatively fast to compute.

This best fit for these criteria is the method by Baluev (2012). This test displays

a preference between two peaks through a numerical value V , called the Vuong

statistic. The value can be interpreted directly as the statistical significance σ. If

V ≈ 0, then the two models are indistinguishable for the given data set. If V > 0,

then the first peak is a better fit than the second, and if V < 0, the opposite is

true. A critical value V∗ should be chosen, and all periodograms where |V| < V∗

are labeled as an inconclusive result. Baluev (2012) recommends that V∗ be kept

small, such as 1.5-σ or 2-σ, since the conservative nature of the test biases it

towards producing inconclusive results. It also has issues when there are a small

number of data points in the time series. In the next chapter, we will investigate

whether this method is decisive enough for practical use.
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2.6 Searching for Multiple Periodicities

As described in Section 1.3, many periodic phenomena in astronomy

contain multiple periodicities. Both the LSP and the GLS are only designed for a

single sinusoid, but are commonly used to study multi-periodic time series. This

does have a complex effect on the behavior and interpretation of the

periodogram. Additionally, multi-periodic signals are complicated by noise

fluctuations (Baliunas et al. 1985; Horne & Baliunas 1986), the presence of alias

peaks (Cumming et al. 1999), and the relative amplitudes, phases, and

frequencies of the individual sinusoids (Kovács 1981). This makes periodograms

for multi-periodic signals quite difficult to visually interpret.
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Figure 8. Example of prewhitening with two periods: f1 = 0.4 cycles/day and
f2 = 3.1 cycles/day. Panel (a) is the original time series, Panel (c) has been
prewhitened so that only f2 remains, and Panel (e) has been prewhitened so that
only f1 remains. Panel (b) is the original GLS and Panels (d) and (f) are the
residuals. The red line corresponds to a FAP of 5%.
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A common strategy to analyze a multi-periodic signal is to iteratively

remove one frequency at a time from the periodogram (Lomb 1976; Baliunas

et al. 1985; Roberts et al. 1987; Irwin et al. 1989). This process of subtracting a

fitted sinusoid from a time series is referred to as prewhitening, and the GLS of a

prewhitened time series is called the residual. An example of prewhitening for a

time series with two sinusoids is shown in Figure 8. There, it is apparent that

prewhitening separates out the different frequencies. Additionally, the alias peaks

are also no longer present in the residuals. This makes prewhitening an

algorithmic method to identify the ‘forests’ of peaks associated with a particular

periodicities. Cumming et al. (1999) points out that prewhitening can be used to

estimate the variance of the noise in a time series.

The use of prewhitening to search for multiple periodicities is inherently

flawed. Ferraz-Mello (1981) showed that since the concept of independent

frequencies does not apply to the GLS, prewhitening does not entirely remove the

effect of a previously extracted period. Another issue, that was identified by

Baliunas et al. (1985), is that the interpretation of the FAP changes for the

residuals. Since the data has been altered by prewhitening, the FAP no longer

simply describes the probability that a peak of that height arises due to noise. A

closer interpretation is the probability that a peak of that height arises due to

noise, assuming all the previously chosen periodicities were correct. However, due

to the incompleteness described by Ferraz-Mello (1981), this interpretation is still

not quite correct. Baluev (2014) is quite insistent on this shortcoming, pointing

out that after each successive step the FAP moves further and further away from

accurately describing significance. Hatzes (2013) suggests that this was the
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primary cause of the difficulty in determining the existence of the 6th planet in

the Gliese 581 system.

More robust period search algorithms can be designed that use

prewhitening as a basis. Irwin et al. (1989) suggested correcting each sinusoid fit

after the next sinusoid has been detected. Baluev (2013b,c) introduced a

multifrequency periodogram that directly models the time series as the sum of M

sinusoids, as shown in Equation 2, and uses rigorously defined significance testing

for all periods. Pinamonti et al. (2017) showed that this algorithm has a much

better predictive capability for multiple periods than the GLS. Hara et al. (2017)

designed a period search algorithm that uses optimization techniques to

simultaneously search for multiple periods and produces results with reduced

aliasing effects. Despite the existence of such algorithms, studying the behavior

of the primitive search algorithm is still relevant due to the speed and popularity

of the GLS.



TIME SERIES WITH ONE PERIODICITY

The multiple-period search method based on prewhitening assumes that

the GLS can accurately identify a single periodicity with noise. Additionally, the

next chapter will investigate the performance of the GLS for time series with two

periodicities. A study of the GLS for time series containing only one periodicity

will show the limitations of the method for the scenario it was designed to

handle. It will also provide a convenient benchmark for the application of the

GLS on multi-periodic time series. This chapter will investigate the effect that

factors such as signal-to-noise ratio, number of points, frequency, and aliasing

have on the GLS.

3.1 Time Series Simulation

To study the behavior of the GLS, we need to generate data with realistic

nonuniform sampling on the time grid. To limit the bounds of the problem, we

will generally look at light curves consisting of a number of measurements across

a few nights, as is common for the light curves of cataclysmic variables. A real

example of one such time series is shown in panel (a) of Figure 9, along with its

approximate window function in panel (b). This shows the differential light curve

of cataclysmic variable LQ Pegasi (LQ Peg) taken by Rude & Ringwald (2012) at

Fresno State’s station at Sierra Remote Observatories. The frequencies of peaks

in the window function indicate the separation that alias peaks will have from

real peaks. Because of the day/night cycle, this time series will exhibit strong

aliasing at ±1 and ±2 cycles/day.

A few characteristics can be inferred from this time series (and others).

During the nights, the cadence of the measurements caused the points to be

approximately equally spaced. However, there is a chance that a night will have a
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larger gap, be somewhat shortened, or entirely skipped, due to factors such as

equipment issues and weather. Sometimes real time series are not equally spaced

during the nights, but this irregularity improves the results of the GLS slightly.

A time-grid generator was programmed to emulate these characteristics.

A number of points per night (N ), number of nights (M), and a maximum night

length (i.e. 9 hours) are set. Equally spaced observations are generated over

these nights. Each night (except the first) has a small probability of being

dropped from the total. Additionally, each night has a probability of being

shortened or delayed, to model the effect of weather or telescope issues. Lastly,

each point has a small probability of being dropped to approximate the effect of

small gaps. For all time series in this thesis, there is a 30% chance that a night is
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Figure 9. Comparison of a real and a simulated time grid. (a) Differential light
curve of LQ Peg taken by Rude & Ringwald (2012). (b) Approximate window
function for LQ Peg. (c) Simulated time grid. (d) Approximate window function
for the simulated time grid. The magnitude values in (c) are Gaussian white
noise and only exist to allow a visual comparison to (a).
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shortened and a 5% chance for a point to be removed. The probability that a

night is dropped is 10%, but is 0% if M < 8 nights. This method produces fairly

accurate observation windows. An example of one such simulated time grid is

shown in panel (c) of Figure 9. A comparison of the approximate window power

of the real and simulated time series shows similar peak structures. This means

that both will have similar aliasing.

3.2 Distribution of the False Alarm Probability

As described earlier, the FAP indicates the probability that a peak of

some height arises in the GLS for a time series consisting only of white noise. We

want to investigate the distribution of the FAP at the correct peak in the GLS of

a time series containing a single periodicity and see what factors affect the FAP.

This will provide insight as to whether the GLS can be used to detect a

periodicity under those circumstances. At first, let us not consider the issue

where the tallest peak does not correspond to the correct frequency.

Consider a probe sinusoid of the form A cos(2πft) with amplitude A = 1

and frequency f = 4.5 cycles/day. This would correspond to a period of 5.33

hours, which is realistic for a cataclysmic variable. For each value of Σ, we

generated 1,000 time series containing this probe sinusoid and noise and

computed the GLS. Since the FAP varies over several orders of magnitude, the

median value, along with the inter-quartile range (25th percentile to 75th

percentile) were computed for each data set. Figure 10 displays these results for

varying M and constant N , while Figure 11 shows them for varying N and

constant M.
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Figure 10. Median of log FAP vs. Σ for varying M. The bars correspond
indicate the inter-quartile range. The blue and red dashed lines correspond to the
5% and 1% FAP, respectively.
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Figure 11. Median of log FAP vs. Σ for varying N . The bars correspond indicate
the inter-quartile range. The blue and red dashed lines correspond to the 5% and
1% FAP, respectively
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Figure 12. Median of log FAP vs. frequency for M = N = 10 and Σ = 1.0. The
bars correspond indicate the inter-quartile range.

As would be expected, these results indicate that for higher values of Σ,

one gets a significantly lower FAP. This reflects the ability of the GLS to identify

the sinusoid in the noise. Additionally, increasing the number of points will

produce a smaller FAP for the same values of Σ. The (N ,M) = (10, 10) and the

(N ,M) = (30, 3) time series each have approximately 90 points. It is noticeable

that the FAP depends more on N ·M, which is the maximum possible number of

points in a generated time series, than on N or M separately.

Next, we investigated whether the FAP depends on the probe frequency.

In this case, the simulated time series have N = M = 10 and fixed Σ = 1.0. The

results indicate that the FAP does not generally depend on the frequency, except

when that frequency is also present in the structure of the time grid. For

example, the FAP increase significantly at 1 cycle/day and slightly at 2

cycles/day, which corresponds to the day/night cycle. Additionally, the FAP
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drops at 0.5 cycles/day. This is because this window structure causes 0.5

cycles/day to be its own alias peak.

When the GLS is used on a time series, one usually does not know the

underlying frequency and attempts to infer it from the location of the tallest

peak. This means that the FAP of the tallest peak is more relevant, even if the

peak is at an incorrect location. Figure 13 shows the distribution of the FAP of

the tallest peak in the GLS for 1,000 time series with f = 4.5 cycles/day,

(N ,M) = (10, 3), and randomly chosen Σ. Each point is colored red if the peak

corresponds to a frequency other than the probe frequency. The results show

that when Σ is small, there are very many incorrect peaks. However, most of

these have a FAP greater than 5% and removing every time series with a FAP

this value would eliminate these spurious results. Figure 14, which is based off a

time series with (N ,M) = (10, 10), shows similar results. However, both plots

contain points with incorrect peaks where the FAP is very low (as low as 10−8)

and Σ is quite high. This is most likely due to aliasing.

3.3 Searching for a Single Periodicity

We now want apply the GLS to search for a single periodicity in noisy

data where it is known a priori that a maximum of one periodicity can exist in

the time series. This can be done by choosing the tallest peak in the GLS and

computing its FAP. If this FAP is greater than some critical value, such as 5% or

1%, then the peak is insignificant and the search is stopped. This outcome will

be called a failure. If the peak is significant, then its frequency is be chosen as

the detected periodicity. If this chosen frequency is incorrect, then the outcome is

called a false positive.
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Figure 13. Log of FAP vs. Σ of tallest peaks in the GLS for 1,000 time series
with parameters f = 4.5 cycles/day, N = 10, and M = 3. Points are colored red
if the tallest peak appears at an incorrect frequency. The blue and red dashed
lines correspond to the 5% and 1% FAP, respectively.
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Figure 14. Log of FAP vs. Σ of tallest peaks in the GLS for 1,000 time series
with parameters f = 4.5 cycles/day, N = 10, and M = 10. Points are colored
red if the tallest peak appears at an incorrect frequency. The blue and red
dashed lines correspond to the 5% and 1% FAP, respectively.
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A Monte Carlo simulation was set up to test this period search method. A

large number of simulated time series were generated containing a probe sinusoid

with A = 1 and f = 4.5 cycles/day, buried in Gaussian white noise. These were

run through the search algorithm described above. The failure rate, the fraction

of periodograms that produce a failure, was computed for the critical value

FAP = 5%. The detected frequency for each periodogram that passed the FAP

check was compared with the probe frequency. The false-positive rate (FPR) is

the fraction of periodograms that failed this check. The criterion for a false

positive was

|fdetected − fprobe| >
1

2T
, (26)

where T is the length of the observation window. Recalling that the approximate

peak width is 1/T , this criterion essentially checks if the detected and probe

frequencies are within half the width of a peak of each other. This indicates

whether the correct peak was chosen, but does not detect slight shifts in the

frequency.

Figure 15 shows the failure rate as a function of Σ for several sets of time

series with varying N and M. Each point is computed using 104 time series. The

failure rate exhibits a strong dependence on both Σ and the number of data

points (≈ N ·M). Specifically, for the same Σ, one gets a significantly lower rate

if there are more points in the time series. Figure 16 shows the same results,

except the horizontal axis is Σ · N ·M. Now, all the curves are almost identical,

with (N ,M) = (10, 3) as diverging the most. This deviation is probably due to

the small number of points, since curves with higher numbers of points have a

closer match. This produces a rather obvious conclusion: increasing the number
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Figure 15. Failure rate vs. Σ for a one-period search. The failure rate is the
fraction of cases with a FAP was greater than 5%.
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Figure 16. Failure rate vs. Σ · N ·M for a one-period search. With the axis
scaled by N ·M, all the curves are essentially the same.
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of points, whether through a longer observation window or a shorter cadence

allows for more accurate results under poorer conditions. Figure 16 shows that at

Σ · N ·M > 50, the failure rate is less than one in ten time series. For

(N ,M) = (10, 5), this requires Σ = 1.0. For (N ,M) = (25, 10), this requires

Σ = 0.2. For comparison, the LQ Peg light curve in Figure 9 has N ≈ 800 and

M = 9. Assuming that the failure rate curve takes the same shape (which it

does), a failure rate of one in ten would correspond to Σ ≈ 0.007. At this

signal-to-noise ratio, the standard deviation of the noise is more than eight times

the amplitude of the sinusoid.

We next investigated whether the failure rate is dependent on the

frequency of the probe sinusoid. Using many time series with (N ,M) = (25, 10),

Σ = 0.2, and A = 1, the failure rate was computed with probe frequencies ranging

from 0.1 cycles/day to 8 cycles/day. These results, shown in Figure 17, indicate

that the failure rate is generally constant. Issues arise primarily at 1 cycle/day,
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Figure 17. Failure rate vs. probe frequency for a one-period search with N = 25,
M = 10, and Σ = 0.2.
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which matches the primary structure in the window. The value at 0.5 cycles/day

is much lower, once again due to 0.5 cycles/day being its own alias. There is also

a slight increase in the failure rate for f < 0.5 cycles/day. This is caused by the

period of the sinusoid being close to the length of the observation window.

This same Monte Carlo simulation was run again using 105 periodograms

with a FAP less than 5% to compute the FPR. Figure 18 shows the FPR as a

function of Σ for varying N and M and Figure 19 shows the same data with the

horizontal axis scaled by N ·M. As before, each curve are approximately the

same for the rescaled plot. At Σ · N ·M = 50, the FPR is approximately 5%. For

Σ · N ·M > 100, the FPR drops below 1%. Figure 20 shows the frequency

dependence of the FPR, using (N ,M) = (25, 10) and Σ = 0.2. The FPR remains

essentially constant except at integer multiples of 1 cycle/day. The frequencies 2

cycles/day and 3 cycles/day are much more problematic than indicated by Figure

17. There is a significant increase in the FPR for small f (< 0.25 cycles/day).

Again, this is due to the period of the sinusoid being approximately the same as

the observation window.

As suggested by Figures 13 and 14, most of these false positives are due to

aliasing effects. The FPR can be improved by adding an alias discrimination test

after the FAP check. If a peak cannot be distinguished from its aliases, then that

periodogram can be labeled as inconclusive. The multiple alias discrimination

methods can be used, with ones based on the physics of the system probably

producing the best results. The Vuong closeness test described by Baluev (2012)

is used here since it makes no assumption about the underlying system. Since it

is known a priori that only one periodicity exists in the time series, the second

tallest peak in the GLS is assumed to be the most prominent alias. This means
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Figure 18. Log of the false-positive rate (FPR) vs. Σ for the one-period search
with varying N and M. Each value is computed using 105 periodograms with a
FAP less than 5%.
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Figure 19. Log of the false-positive rate (FPR) vs. Σ · N ·M. When rescaled by
N ·M, all the curves are essentially the same.
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Figure 20. False-positive rate (FPR) vs. probe frequency for a one-period search
with N = 25, M = 10, and Σ = 0.2. The visible peaks correspond to frequencies
present in the structure of the time grid.

that the Vuong closeness test will always produce V > 0, since a taller peak in

the GLS will always correspond to a better fitting sinusoid. However, the Vuong

test is still useful, since it converts the difference in peak height into a quantity

with a clearer interpretation. Periodogram outcomes are considered inconclusive

if V < V∗, and the inconclusive rate (IR) is the fraction of periodograms with

significant peaks that produce inconclusive results.

Figure 21 shows the results of the Vuong closeness test using V∗ = 1-σ on

104 periodograms with a FAP less than 5%. The IR was not computed at small

Σ for some curves, since the failure rate was to high to practically acquire 104

periodograms with significant peaks. Figure 22 shows the same results plotted

against a rescaled axis, just as for the failure rate and the FPR. There is a lot

more deviation for small N ·M, though the difference between the N = 25 and

N = 100 curves shows that the deviation reduces as the number of points
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Figure 21. Inconclusive rate (IR) vs. Σ for a one-period search using the Vuong
closeness test with V∗ = 1-σ.
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Figure 22. Inconclusive rate (IR) vs. Σ · N ·M for a one-period search using the
Vuong closeness test with V∗ = 1-σ. All the curves fall off at essentially the same
rate.
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increases. Despite the deviation, the inconclusive rates fall off at the same rate

for each curve, reaching one in ten at Σ · N ·M > 100. This test requires much

higher values of Σ · N ·M than is required by the FAP check.

The critical value V∗ has a significant effect on the test results. If it is too

small, too many bad results will pass the test. If it is too high, too many good

results will be flagged as inconclusive. Figure 23 shows the IR for for V∗ = 1.0-σ,

1.5-σ, and 2.0-σ. For a higher value of V∗, there are significantly more

inconclusive results at the same Σ · N ·M. For V∗ = 2.0-σ, the IR drops below

one in ten for Σ · N ·M > 200. This supports the comment by Baluev (2012) to

keep the value of V∗ small.

The intention of the alias discrimination check is to decrease the FPR. A

test was performed using 106 periodograms with a FAP less than 5%. Table 1

shows the IR and FPR at select values of Σ · N ·M for varying values of V∗. The

IR is included to indicate the cost of the test. The results indicate that each level
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Figure 23. Inconclusive rate (IR) from a Vuong closeness test vs. Σ · N ·M for
varying values of V∗. All curves have (N ,M) = (25, 10).
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0-σ 1-σ 1.5-σ 2-σ
Σ · N ·M FPR IR (%) FPR IR (%) FPR IR (%) FPR

50 6 · 10−2 38 6 · 10−3 68 1 · 10−3 91 4 · 10−4

75 2 · 10−2 20 1 · 10−3 44 2 · 10−4 73 4 · 10−5

100 9 · 10−3 10 4 · 10−4 27 3 · 10−5 53 9 · 10−6

125 3 · 10−3 5.2 1 · 10−4 15 2 · 10−5 36 2 · 10−6

150 2 · 10−3 2.7 4 · 10−5 8.8 3 · 10−6 24 1 · 10−6

200 3 · 10−4 0.74 8 · 10−6 2.9 1 · 10−6 9.6 0
250 9 · 10−5 0.23 2 · 10−6 1.0 1 · 10−6 3.9 0

Table 1. False-positive rate (FPR) and inconclusive rate (IR) for the Vuong
closeness test with varying values of Σ · N · N and V∗. Each value was computed
using 106 periodograms with a FAP less than 5%. Each time series had
(N ,M) = (25, 10), A = 1, and f = 4.5 cycles/day. Values less than 10−4 should
be considered quite approximate, due to the small number of false positives
produced.

of V∗ decreases the FPR by approximately one order of magnitude. However, the

cost can be quite significant for only a small decrease in the FPR. The results

with V∗ = 1-σ seems to have the best balance between the IR and the FPR.

To summarize, under adequate conditions, the GLS performs well on time

series containing a single periodicity. Time series with Σ · N ·M > 100 will

generally produce an FPR of less than one in one hundred, even without an alias

discrimination check. The alias checks will significantly improve the FPR, though

care should be taken not to produce to many inconclusive results. This will be

easier to gauge if the alias discrimination check is better connected to the physics

of the system. Additionally, any frequencies that correspond to integer multiples

of peaks in the window function should be considered suspect, since these cause

significant spikes in the FPR.
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3.4 Accuracy of Fitted Amplitudes

The next chapter will examine prewhitening as a method for multiple

period searching. One needs to be able to identify a frequency using the GLS and

subtract its effect from the periodogram. The GLS needs to accurately

reconstruct the underlying signal. To benchmark the multiple period results, this

has been tested on time series containing only one periodicity. The following

discussion focuses on the fitted amplitude A′.

Figure 24 shows the amplitude error A′/A for varying Σ · N ·M. Each

point is computed using 1,000 time series with the tallest peak at the correct

frequency. There is significant error for low Σ · N ·M, though previous results

have shown the results of the GLS should be considered suspect under such poor

conditions. Interestingly, the spread of the fitted amplitude, shown by the error

bars, remains roughly constant, despite the increasing signal-to-noise ratio. This
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Figure 24. A′/A vs. Σ · N ·M for a single periodicity with f = 4.5 cycles/day,
N = 25, and M = 10. The bars indicate one standard deviation.
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Figure 25. A′/A vs. frequency with fixed Σ · N ·M = 50. The error in the fitted
amplitude is generally constant except at f = 1 cycle/day. The bars indicate one
standard deviation.

is quite a high value, with one standard deviation corresponding to

approximately 10% of the true amplitude.

Figure 25 shows the frequency dependence of A′/A. Specifically, there is

little dependence on the frequency, except at 1 cycle/day. The increase in the

error at low f is due to the comparable period of the sinusoid and length of the

observation window, which produces a rather poor fit.
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TIME SERIES WITH MULTIPLE PERIODICITIES

We will now investigate the use of prewhitening to search for multiple

periodicities. A flowchart of the search algorithm is shown in Figure 26. This

algorithm iteratively finds the strongest sinusoidal component in the time series

and removes it, until no more can be found. There are multiple practical issues

with this method, including the incomplete prewhitening described by

Ferraz-Mello (1981), the peak shifts described by Kovács (1981), and the

changing interpretation of the FAP described by Baliunas et al. (1985). Since the

method uses the FAP to stop searching, there is also risk of overfitting. However,

it remains a useful tool due to its speed and conceptual simplicity and can be

used as a basis for more robust period-search methods.

Compute the GLS of the time series.

Find the FAP of the tallest peak.
If it is not significant, stop.

(Optional) Perform an alias discrimination check.
If the result is inconclusive, stop.

Fit a sinusoid at the frequency of the se-
lected peak and prewhiten the time series.

Compute the residual with the GLS.

Figure 26. Multiple-period search algorithm using prewhitening.
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4.1 Properties of Prewhitening

In Section 2.6, we discussed how prewhitening can be used to identify

‘forests of aliases’ associated with the same periodicity, as described by Cumming

et al. (1999). Specifically, when one prewhitens with the frequency of a particular

peak, not only does that peak disappear in the residual, but the alias peaks as

well. This is visible in the top two panels of Figure 27.

One of the common failure modes is choosing a peak that corresponds to

an alias and not the true signal. To see how this affects prewhitening, a time

series containing sinusoids with f1 = 2.3 cycles/day, f2 = 4.5 cycles/day, and

A2/A1 = 0.75 was generated. Prewhitening applied at the frequencies 2.3

cycles/day (correct peak) and 1.3 cycles/day (alias peak). Figure 27 shows the

original GLS, the correct residual, and the residual containing a worst case

scenario where the prewhitening was performed at the alias peak. The result is
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Figure 27. Example of prewhitening at an alias peak. The top panel shows the
original GLS, the middle panel shows the residual after prewhitening at the
frequency of the tallest peak (blue), and the bottom panel shows the residual
after prewhitening at the frequency of an alias peak (red).
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Figure 28. Example of prewhitening of a two period signal where one frequency is
an alias of the other. This signal contains frequencies at 4.5 cycles/day and 5.5
cycles/day. After prewhitening with 4.5 cycles/day, the residual does not contain
either peak. This signal has N = 50, M = 10, A2/A1 = 0.75, and Σ = 0.2.

commonly not immediately catastrophic: the second peak would still be correctly

identified in this particular scenario. The primary effect is that the farthest alias

peaks are not entirely removed. This example is exaggerated, since that

particular alias peak could not possibly be confused with the true peak. In a

realistic scenario, the effects on the residual would be less prominent.

There is no reason why a periodicity cannot correspond to an alias

frequency of another periodicity. This raises the question of whether

prewhitening can determine if there is a real signal at an alias peak or not.

Figure 28 shows the GLS for a signal containing sinusoids with frequencies

f1 = 4.5 cycles/day and f2 = 5.5 cycles/day, with an amplitude ratio of

A2/A1 = 0.75. The bottom panel shows the residual after the 4.5 cycle/day

frequency has been prewhitened: the other peak also disappears and only the

background noise remains. This, combined with the previous result, implies that

if one prewhitens at some frequency and the alias peaks do not significantly

decrease, then it is likely that the prewhitening was performed with the incorrect
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peak. Additionally, if one suspects that an alias peak correspond to a true signal,

then new data should be taken where the sampling pattern is carefully designed

so that the two peaks are no longer aliases.

4.2 Accuracy of Fitted Amplitudes

Prewhitening is dependent on being able to accurately fit and subtract a

sinusoid from the time series. In Section 3.4, we examined the curve fit accuracy

for a signal containing only one periodicity. To reduce the bounds of the

multi-periodic problem, we shall consider the following time series containing

only two sinusoids:

Si = A1 cos(2πf1ti + ϕ1) + A2 cos(2πf2ti + ϕ2). (27)

The following results will use A1 = 1, f1 = 0.4 cycles/day, f2 = 4.5 cycles/day,

and generated time series with (N ,M) = (25, 10).

The GLS with two periodicities will behave differently than with one

periodicity since the curve fits are somewhat worse. Figure 30 shows the fitted

amplitude errors A′
i/Ai as a function of the amplitude ratio A2/A1. The

amplitude ratio is not allowed past A2/A1 = 1 since the program always

prewhitens f1 first. The noise variance σ2
R is kept constant rather than Σ, since Σ

depends on both A1 and A2. Each point is computed using 1,000 simulated time

series with significant peaks at the correct frequencies.

Figure 29 shows the fitted amplitude errors when there is no noise. The

error for the primary sinusoid remains small, but the spread of the data points

increases as A2/A1 increases. For the secondary sinusoid, the results are poor for
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small A2/A1, but improve once A2/A1 > 0.2. The fitted amplitude A′
2 is generally

too small, probably due to over fitting of A′
1 before prewhitening. Figure 30 shows

similar results, except with σ2
R = 0.75. There, A′

1/A1 does not have a strong

dependence on A2/A1. However, A
′
2/A2 is strongly affected, with significant

errors when A2/A1 < 0.4. This critical value is certainly dependent on σ2
R.

Now, we fix A2/A1 = 0.75 and vary Σ. This produced the result shown in

Figure 31. This shows similar behavior to the one-periodicity fit in Figure 24,

though the smaller amplitude sinusoid has has a poorer fit at the same

signal-to-noise ratio than the larger amplitude sinusoid. Interestingly, the error

bars, which correspond to one standard deviation, has similar magnitude for the

two sinusoids.

The time series are constructed by adding two sinusoids and then adding

noise with variance σ2
R. Since prewhitening attempts to separate each periodicity,

this brings us back to the concept of ‘partial signal-to-noise ratio’ from Section

2.1. This is defined as the power of an individual periodicity Pi divided by σ2
R,

and can easily be computed using Σi = (Pi/P )Σ. For a sinusoid with A1 = 1 and

A2 = 0.75, P1 = 0.5, P2 = 0.28125, and P = 0.78125. This gives Σ1 = 0.64Σ and

Σ2 = 0.36Σ. Figure 32 shows the same results as Figure 31, except with each

amplitude fit plotted against its partial signal-to-noise ratio Σi. The one

periodicity result from Figure 24 is included for comparison. These results show

that the multi-periodic results behave quite similarly to the single periodicity

results if A2/A1 is high enough. According to Figure 29 and some additional

experimentation, this breaks down for A2/A1 ≲ 0.2. Interestingly, increasing the

number of observations does not reduce this critical value.
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4.3 Searching for Two Periodicities

Now, we perform a similar computation to that done in Section 3.3.

Assume that it is known a priori that up to two sinusoids can exist. We then

follow the search algorithm shown in Figure 26, but at first will skip the alias

discrimination check.

A Monte Carlo simulation was performed using 104 time series, with

(N ,M) = (25, 10) and sinusoids with A1 = 1, f1 = 0.4 cycles/day, A2 = 0.75,

and f2 = 4.5 cycles/day. Figure 33 shows the failure rate, which, similarly to the

previous chapter, is the fraction of time series that do not have a FAP greater

than 5% for that particular periodicity.

Naturally, a two-period search requires a much higher value of Σ · N ·M

to perform as well as a single period search. In this case, the failure rate drops

below 0.1 for Σ · N ·M ≈ 75 for f1 and Σ · N ·M ≈ 150 for f2. Figure 34 shows

the same results plotted against partial signal-to-noise ratio Σi = (Pi/P )Σ.

When rescaled as such, the multi-periodic failure rates behave essentially the

same as for a single periodicity. This suggests that there is not a strong nonlinear

effect from two periodicities on the significance of the GLS.

Figure 35 shows the false-positive rate for the two-period search for

varying Σ · N ·M. As before, a detected frequency is labeled ‘correct’ if it is less

than half a peak width from the probe frequency. Again, a significantly higher

value of Σ · N ·M is required to a comparable FPR. Figure 36 shows the same

results rescaled by the partial signal-to-noise ratio once again. There the FPR for

f2 closely matches the one period results and the FPR for f1 deviates. This is

not a result of varying frequency, since the FPR for a single period search using

0.4 cycles/day for the probe frequency produces nearly the same results at the
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Figure 33. Failure rate vs. Σ · N ·M for a two-period search. The one period
result (dashed) is included for comparison.
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included for comparison.
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4.5 cycles/day frequency. Instead, this is likely the effect of nonlinear behavior in

the GLS. Specifically, f1 is identified while both periodicities are present in the

GLS. This increases the risk of choosing an alias since alias peaks between the

two frequencies tend to be amplified.

Now, we want to see how much an alias discrimination test can improve

these results. Figure 37 shows the inconclusive rate for the Vuong closeness test

for each periodicity for varying Σ ·N ·M. Figure 38 shows the same results scaled

by Pi/P . Once again, there is a close match between the inconclusive rates for

the one-period search and f2, while the inconclusive rate for f1 is slightly higher.

Again, a probable reason for this is the effect on the alias peaks of f1 by f2.

Table 2 shows the false-positive rates before and after using the alias

discrimination check. Each value in the table is computed using 105

periodograms that passed the Vuong closeness test on the residual. Similarly to

the one period case, the alias discrimination test seems to improve the FPR by

approximately one order of magnitude.

V∗ = 0 V∗ = 1
f1 f2 f1 f2

Σ ·N ·M FPR FPR IR (%) FPR IR (% ) FPR
75 8.1 · 10−2 1.3 · 10−1 42 1.5 · 10−2 52 4.3 · 10−2

100 5.0 · 10−2 9.5 · 10−2 32 6.8 · 10−3 45 2.4 · 10−2

150 2.1 · 10−2 5.3 · 10−2 18 2.0 · 10−3 32 8.6 · 10−3

250 6.4 · 10−3 1.5 · 10−2 6.9 4 · 10−4 14 1.8 · 10−3

350 2.8 · 10−3 4.7 · 10−3 3.3 2 · 10−4 6.0 3 · 10−4

500 1.5 · 10−3 1.3 · 10−3 1.6 7 · 10−5 1.7 1 · 10−5

Table 2. False-positive rate (FPR) and inconclusive rate (IR) from the Vuong
closeness test for a two-period search with varying values of Σ · N · N . Since 105

periodogram were used to compute the FPR, values less than 10−3 should be
considered quite approximate.
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Figure 37. Inconclusive rate vs. Σ · N ·M for a two-period search using the
Vuong closeness test with V∗ = 1-σ.
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Next, we examined how the relative frequencies affect the search results.

To do this, f2 is fixed at 4.5 cycles/day and f1 is varied from 0.1 cycles/day to 8

cycles/day, though frequencies less than half the width of a peak from 4.5

cycles/day and its most prominent aliases were skipped. The failure rate and

FPR (without an aliasing check) were estimated for each value of f1 using 105

time series containing at least one significant peak. The parameters for the time

series were Σ = 0.5, (N ,M) = (25, 10), so that Σ · N ·M = 125. The results for

this test are shown in Figure 39. The prominent feature is a series of peaks,

which appear either near frequencies present in the window structure (i.e. 1

cycle/day, 2 cycles/day, etc.) or at alias peaks of f2. At any other point, the

failure rate slightly increases as |f1 − f2| decreases and the FPR appears
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Figure 39. Failure rate and false-positive rate (FPR) for a two-period search with
f2 = 4.5 cycles/day and varying f1. The periodicities f1 and f2 correspond to the
black and blue curves, respectively. Gaps appear where a search for two periods
could not be performed.
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generally constant. Prewhitening with the GLS seems to be able to identify the

two frequencies as long as they differ by approximately the width of a peak.

4.4 Searching for Multiple Periodicities

The previous section examined the case where a time series contains two

periodicities and it is known a priori that only two periodicities exist. A real

signal may contain many more periodicities and one does not necessarily know

how many of these exist. The following analysis examines how prewhitening with

the GLS behaves under these conditions.

Several collections of time series were generated containing time series

with four periodicities. All four periodicities were given an amplitude of 1. The

frequencies were chosen randomly with 0.1 < f < 10 cycles/day. If a chosen

frequency was less than half a peak width from 1, 2, or 3 cycles/day, or any

previously chosen frequency and its aliases, a new value selected. The chosen

values of Σ for each collection were Σ = 1, Σ = 2, Σ = 4, and Σ = 12. Each time

series had (N ,M) = (25, 10), so that Σ · N ·M = 250, 500, 1, 000, and 3, 000.

Each collection contained 104 time series and a fixed value of Σ. The search

algorithm shown in Figure 26 was applied to each time series. Prewhitening was

allowed to continue until no significant peaks remained in the GLS, though this

was terminated after six iterations.

The results of the search are shown in Figures 40, 41, and 42. Figure 40

shows the percentage of time series that produced a significant peak on iteration

j. Note that for each value of j, prewhitening has been applied to the time series

a total of j − 1 times, since the first iteration uses the GLS on the original time

series. Interestingly, for larger Σ, more than four significances peaks are detected,
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Figure 40. Percentage of time series that produce a significant peak on the jth
iteration of a multi-periodic search.
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Figure 41. Percentage of significant peaks that correspond to one of the probe
frequencies on the jth iteration of a multi-periodic search.
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Figure 43. Percentage of time series that pass the Vuong closeness test with
V∗ = 1-σ on the jth iteration of a multi-periodic search.
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Figure 44. Percentage of significant peaks that passed the alias discrimination
check that correspond to one of the probe frequencies on the jth iteration of a
multi-periodic search.
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which suggests overfitting by the period search method. Figure 41 shows the

percentage of significant peaks on each iteration of the search that corresponded

to one of the four probe frequencies. Some percentage of the peaks detected on

the 5th and 6th iterations do correspond to these probe frequencies, which

suggests that prewhitening was unable to entirely remove a previous periodicity.

This supports the analysis by Ferraz-Mello (1981).

Figure 42 shows the number of periodicities detected by the period search

method (denoted M ′). For smaller Σ, four periodicities were detected, but with

Σ = 12, it was more likely to detect more than four periodicities. This is due to

the data manipulation that is inherent with the prewhitening search algorithm.
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Figure 46. Fitted amplitude errors A′/A for correctly identified periodicities for
the first four iterations j of a multi-periodic search.
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This also suggests that simply using the significance of peaks to terminate the

search can lead to overfitting. A possible solution may be to check significance of

peaks in the original GLS, since that is unaffected by the data manipulation.

These synthetic time series are generated using only perfect sinusoids and

Gaussian white noise, while a real time series may contain a combination of

non-sinusoidal behavior, erratic behavior (such as flickering from an accretion

disk), or correlated noise. Under those conditions, this period-search algorithm

will almost certainly produce more overfitting.

The results might be improved somewhat if an alias discrimination test

was included. A period search using the Vuong closeness test with V∗ = 1-σ was

performed on the same collections. The results are shown in Figures 43, 44, and

45. The alias discrimination test produces many inconclusive results, especially

at low Σ. However, in all cases, more of the detected frequencies correspond to

one of the four probe frequencies. Figure 45, which shows the number of detected

periodicities, indicates that there are fewer cases where more than four

periodicities were detected.

Figure 46 shows the distribution of the fitted amplitude error A′/A for

correctly identified frequencies at each of the first four iterations of the period

search. A consistent pattern is that the fitted amplitude is too large on the first

iteration, and too small for the last iteration. This seems to be independent of

the amount of noise: the distributions are narrower, but peaked at approximately

the same locations if there is less noise. This also explains why one easily detects

periodicities on the 5th and 6th iterations that match those found in earlier

iterations—previously detected periodicities were not entirely removed from the

time series.



SUMMARY AND FURTHER WORK

This thesis examines the predictive performance of the GLS when

searching for periodic behavior in time-series data. Since the GLS attempts to

model the data using a single sinusoid, we first considered the case where a time

series contains only one periodicity and used this to understand the baseline

performance of the GLS. We then examined the more complex scenario where

two or more periodicities are embedded with noise.

When there is only one periodicity, the GLS performs quite well, though

its predictive capability deteriorates quickly if the signal-to-noise ratio or the

number of points in the time series are small. Additionally, the performance of

the GLS does not depend strongly on the detected frequency, except when that

frequency matches a structure in the sampling of the time grid. At higher

signal-to-noise ratio or numbers of points, the incorrect detections from the GLS

are caused by ambiguity with alias peaks. Including an alias discrimination test

reduced the number of false detections, though at the cost of producing

inconclusive results.

The search for two periodicities behaved similarly to the one-periodicity

search. A larger signal-to-noise ratio or more observations were needed to

identify both periodicities, but under adequate conditions, the GLS performed

well. Again, results were poor if the periodicities corresponded to the window

structure or an alias of the other periodicity. The method of prewhitening is able

to identify both periodicities, as long as the amplitude ratio of the two sinusoids

is high enough. Below some threshold, the GLS is unable to accurately detect the
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sinusoid with the smaller amplitude. The threshold is dependent on the amount

of noise, but does not disappear when there is no noise.

The GLS did not show a strong dependence on the probe frequencies,

except in a few specific scenarios. The false-positive rate (FPR) remained nearly

constant, but spiked near integer multiples of frequencies present in the structure

of the time grid. This means that a simple improvement for a period search

would be to stop the search if a chosen peak in the GLS matches one of these

frequencies. Additionally, the two-periodicity results showed that the FPR

increases when one frequency corresponds to an alias peak of another. This

means that alias peaks of chosen frequencies should be considered suspect as well

in a period search.

In both the one-periodicity and two-periodicity searches, the total number

of periodicities was known by the algorithm prior to the search. The

multi-periodic search algorithm was performed on time series containing four

periodicities and this number of periodicities was not given a priori to the

algorithm. Rather, the false alarm probability and the alias discrimination check

were used to stop searching for more periodicities. Under adequate conditions,

the GLS was able to accurately identify most or all of the four frequencies.

However, the primary issue that appeared was the detection of more than four

periodicities.

This suggests that the criteria used to terminate the search were not

adequate. Additionally, some of these later peaks were caused by the data

manipulation that is inherently present in prewhitening. This arises due to

inaccuracy in the fitted amplitudes, which makes it impossible to entirely remove

a previously detected periodicity from the time series. If this error is large
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enough, this periodicity might appear again later on in the process. Ignoring

frequencies that correspond to previously detected periodicities and their aliases

would improve the outcome somewhat. However, the overfitting issue would still

be present and probably amplified by the complex behavior of a real time series.

This test of the GLS and prewhitening has been somewhat precursory.

The primary factors that have been considered are the signal-to-noise ratio,

number of points, individual frequencies, and, to some extent, the relative

amplitudes. Additionally, the condition for a ‘correct’ result was very tolerant:

detected frequencies had to be less than half a peak width from the probe

frequency. No attempt was made to study the frequency shifts that appear in the

GLS for multi-periodic time series. As discussed by Kovács (1981), these shifts

are dependent on the phases of the individual sinusoids and have an impact on

the accuracy of periodogram results.

As mentioned previously, periodic behaviors in most astronomical time

series are usually not perfectly sinusoidal. In the GLS, this usually produces

peaks that correspond to higher-order harmonics of the periodicity and occur at

integer multiples of the frequency (VanderPlas 2018). This adds a complicating

factor into the interpretation of the GLS. Multiharmonic periodograms are a

generalization of the GLS that model the time series with a truncated Fourier

series instead of a single sinusoid (Schwarzenberg-Czerny 1996; Baluev 2009). A

further continuation of these work could examine the predictive capability of

using prewhitening with such periodograms on multi-periodic data.

Prewhitening is one of the simplest methods for period searching with the

GLS. We have focused on it here because it is still commonly used in astronomy

and can be the basis for more robust period detection methods. One adjustment
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would be to include a detected periodicity in the model and use it to correct

previously detected parameters (Irwin et al. 1989). However, such sequential

algorithms have the issue where the statistical significances of periodicities are

considered independently and the correlations are ignored. The multifrequency

periodogram by Baluev (2013b) considers these effects by determining the false

alarm probability for an ensemble of periodicities. This could help avoid issues

such as in the Gliese 581 system, where the significance of the sixth detected

planet depended on the fourth detected planet (Vogt et al. 2010; Hatzes 2013;

Robertson et al. 2014). Baluev (2013c) has implemented this method into the

pipeline algorithm FREDEC (“FREquency DEComposer”), which does not

require active involvement from the user. A possible direction is to compare the

predictive capability, limitations, and interpretation of this algorithm with the

prewhitening method. This has been done by Pinamonti et al. (2017), though

only for up to two periodicities.

As a period-detection method, prewhitening has severe limitations due to

inherent data manipulation, which removes rigorous statistical interpretation. Its

primary advantage is the speed and simplicity of the algorithm, which makes it

useful for a preliminary analysis of large amounts of data. Under adequate

conditions, it is able to produce a set of candidate frequencies and these can be

used to interpret or direct other period-detection methods. It is advisable not to

rely on the results of the GLS alone for multi-periodic time series, but to seek

additional physical or statistical evidence.
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